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Introduction

In this project we investigate the Stochastic Weight Averaging – Gaussian (SWAG) approach – an approach for uncertainty representation and calibration in deep learning. While machine learning models
are powerful decision making tools they often suffer from a black box nature which impacts their applicability in risk-sensitive environments. Specifically, the capability to represent uncertainty over decisions
remains limited in many models. This shortcoming can engender serious consequences in domains such
as medical or legal decision making. Efforts to amend this shortcoming have mostly been proposed in
a Bayesian setting (Niculescu-Mizil & Caruana, 2005) but have been faced with difficulties relating to
computational complexity. Consequently they struggle to find relevance in the mainstream of practical
machine learning. In this report we reproduce, review and evaluate the novel SWAG approach (Maddox,
Garipov, Izmailov, Vetrov, & Wilson, 2019) for computationally efficient Bayesian inference in deep learning. The said approach consists of formulating a Gaussian approximation to the posterior distribution of
neural network weights. Knowledge of this distribution allows to quantify uncertainty and construct a
more generalized solution.
The paper is structured in the following way; first we discuss and motivate uncertainty representation
and the use of Stochastic Weight Averaging Gaussian (SWAG) in Section 2. In Section 3 we visually and
mathematically explain the intuition behind SWAG, we also reveal the connections to the subjects seen in
class. Next, in Section 4 we present our experiments testing the viability of SWAG under differing parameters and present the data used to run these experiments. Following the first four sections, we present our
results and analysis in Section 5. After this, in Section 6 we discuss our findings and analysis on a broader
level. Finally, we conclude this paper in Section 7 providing suggestions and remarks emerging from our
investigation.
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Motivation: Why use SWAG?

Two challenges encountered when employing deep learning methods are generalization and explainability. While there is no universal approach to generalization, there exist multiple methods to improve a
models generalizability; one of them being Stochastic Weight Averaging (SWA). On the other hand, explainability – the deep learning Black-box problem – remains an active field of research. Being able to
explain what is happening inside a deep learning model and how predictions are made is of prime importance to decide on accountability and responsibility – especially in high-risk environments, such as
autonomous vehicles or the medical field.
For instance, one can imagine an accident involving an autonomous vehicle, knowing the certainty of the
models parameters and the (un)certainty of its generated prediction might be helpful in identifying the
source of the accident. Additionally, it would allow assigning accountability and responsibility to either
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manufacturer, driver or other. SWA-Gaussian (SWAG) adds a new tool to give insight into the models
certainty over its own parameters. It does so by forming an approximate posterior distribution over the
models weights. SWAG has been shown to capture the geometry of the posterior distribution notably
well, while also remaining computationally efficient.
As such, SWAG lends itself to uncovering the deep learning ”Black Box” by being both a tool for
parameter optimization as well as neural network uncertainty analysis.
Other methods to represent uncertainty over model parameters do exist. Bayesian approaches are generally used to form posterior distributions over model parameters. However, for deep learning networks
with their millions of parameters this problem becomes intractable. Modern Bayesian deep learning approaches, such as, Markov chain Monte Carlo (MCMC) or Variational Inference (VI), to name a few, try to
solve generalization and/or uncertainty but usually fail to scale up to larger networks.
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Methods

In this section we present an explanation of Stochastic Weight Averaging Gaussian along with intuitive
visualizations of its components.

3.1

Bayesian Model Averaging

A Bayesian model represents uncertainty by placing a distribution over its parameters. A small variance
associated with a certain parameter is interpreted to mean that the model is rather certain of the value of
that parameter. On the other hand, a large variance associated with a certain parameter is interpreted to
mean that the model is uncertain of the value of that parameter.
In order to be able to predict values using a Bayesian model, a procedure called Bayesian model
averaging (Maddox et al., 2019) is employed. Note that the distribution of parameters of a Bayesian model
describes a family of models (e.g. linear models), whereas a single parameter set corresponds to a single
fixed model from that family. One could theoretically draw a single sample model from the parameter
distribution and use it to predict values. However, in order to increase robustness, multiple samples of
parameter sets are drawn from the parameter distribution and averaged. This procedure, visualized in
figure 1 is the above-introduced Bayesian model averaging.
Samples in Bayesian model averaging are taken from the posterior distribution, that is the distribution
which takes into account the evidence in the data. Bayesian methods can in principle be used to form
posterior distributions over arbitrarily complex types of models. A neural network is a complex model
with a very large amount of parameters and in theory, a posterior distribution over its weights can be
formed. The posterior distribution over the weights and biases of a neural network would then represent
a measure of uncertainty in the model. However, while it is theoretically possible to form a posterior, it
is computationally extremely costly due to the large number of parameters of modern neural networks.
The aim of the methods outlined in the following section consists of avoiding the high computational cost
and efficiently approximating this posterior.

3.2

Stochastic Weight Averaging (SWA)

Neural networks are usually trained via stochastic gradient descent (SGD). Using labelled training data
the model is evaluated for its performance on a given task. This leads to a measure of model error in the
form of loss. The parameters of the model are then updated according to the gradient of the loss with the
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Figure 1: Bayesian model averaging via Monte Carlo sampling. Three samples of a linear model are
averaged over their parameters to obtain the final linear model on the bottom.
aim of minimizing model error. Multiple such updates are performed, until the neural network weights
and biases are set in such a way that the model is in an area of low loss. This procedure can be seen
visualized on the left side of figure 2 for a neural network with two weights.

Figure 2: Stochastic gradient descent (left) and stochastic weight averaging (right). The orange dots represent the sets of parameters obtained during SWA. The green dot represents the mean of those parameters.
The goal of stochastic weight averaging (SWA) is to obtain parameters that allow the neural network
to perform well at generalizing from the data that it has been trained on to the data it has not seen before.
To achieve this, SWA starts with model parameters that are located at a good local minimum in the loss
surface, which are obtained after performing SGD. An example of a good starting point for SWA can be
seen as the orange dot on the left side of figure 2. From that starting point, SWA proceeds by performing
additional SGD updates with a high coefficient of update, i.e. learning rate. This ensures that different
sets of model parameters around the local minimum of the loss surface are explored. After a fixed number
of T steps, these sets of parameters are then averaged to obtain the SWA solution for the neural network
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parameters as seen in equation 1.
θSWA

T
1X
=
θi
T

(1)

i=1

By averaging over the model parameters corresponding to good solutions in the training space SWA
aims to find a solution that is more robust when applying the model to new data. The assumption made
here is that a statistical average of good models for the training data (as obtained by SWA) is better at
unseen data than a point-estimate of a single good model (as obtained by pure SGD).

3.3

Stochastic Weight Averaging Gaussian (SWAG)

While SWA aims to reach a solution more capable of generalization than pure SGD, it still does not provide an uncertainty estimate of the neural network model. Once averaged, the model obtained by SWA is
a single fixed set of parameters without information about the distribution over model parameters. SWAGaussian attempts to address this shortcoming and form an approximate posterior distribution over neural network parameters. The posterior distribution is modelled as a multivariate Gaussian with the mean
defined as the previously described SWA solution. The covariance matrix of the Gaussian is computed in
two parts. After T stochastic gradient descent iterations have been performed during SWA, each parameter’s variance θi is calculated according to equation 2. Note that this is the standard variance for a discrete
random variable. If a weight changes a lot when performing SWA it will be assigned a high variance and
vice versa.
T
1X
V ar(θi ) =
(θi − θSWA )2
T

(2)

i=1

The above is done for each parameter θi and the resulting variances are used as a diagonal covariance
matrix, called ΣDiag . ΣDiag is used as the first part of the covariance matrix of the Gaussian posterior distribution. In order to understand the second part of the final covariance matrix, one has to first recognize
how stochastic gradient descent steps and the rank of the approximated covariance matrix of the parameters are connected. Figure 3 shows 2 SGD steps taken inside the parameter space of a neural network
with 3 weights. Note that each SGD step is taken along one direction in the parameter space. This equivalently means that a single step of SGD allows quantifying the variation in the parameter space along one
direction (or dimension). A second step of SGD allows us to measure variation along two dimensions (or
within a plane in the parameter space).
In general, K steps of SGD allow measuring variation in parameter space in K dimensions, as long
as each step of SGD is not in exactly the same direction as a previous step. Note that modern neural
networks have thousands to millions of parameters, so the chance of taking a step in exactly the same
direction as a previous step within this extremely high dimensional space is negligible.
For the second part of the covariance matrix, termed D̂, the authors use the parameter sets resulting
from the last K stochastic gradient descent iterations of SWA. Remember that for ΣDiag , only the variances
for all parameters were calculated. However, for D̂, all covariances between all pairs of parameters are
calculated. As described before, K steps of SGD allow us to express the variation in parameter space
in K dimensions. As a result, D̂ is a K-dimensional approximation of the covariance of the parameters
of the neural network (given the sample data). Note that K is much smaller than the total number of
4

(a) 1 iteration spans 1 direction of variation
(b) 2 iterations span 2 directions of variation (plane) in the
(line) in the weight space.
weight space.

Figure 3: Spanning weight space with SGD iterations.
parameters in the neural network. D̂ is thus termed a low-rank approximation - it is only able to span a
small subspace of the entire parameter space. Again, this can be seen intuitively visualized in figure 3,
where two SGD steps are able to span the subspace of a plane inside the larger 3-dimensional parameter
space.
Figure 4 visualizes how SWAG obtains the covariance matrix of the parameters via SGD iterations.
The contour-plot of the loss of a neural network dependent on two parameters is shown on the left.
Orange dots indicate parameter sets reached by stochastic gradient descent iterations during SWA. On
the right, the covariance matrix resulting from those SGD iterations is shown. One can see how the
diagonal components of the covariance matrix are of similar relative magnitude as the variation of SGD
iterations on the θi and θj axis. Additionally, one can see how the slight corrrelation in SGD iterations (the
”tilt” of the orange dots) is expressed through a non-zero covariance between θi and θj in the covariance
matrix. Note that, due to visual limitations, the low-rank nature of the covariance matrix approximation
can not be shown here. As mentioned before, the parameter space of actual neural networks is spanned
of multiple thousands of dimensions.
Once the mean θSWA , the diagonal covariance matrix ΣDiag and low-rank approximation covariance
matrix D̂ are obtained, the Gaussian posterior distribution of the parameters of the neural network is
finally complete. To sample a set of parameters θe from the model, equation 3 is used, where z1 and z2 are
drawn from a multivariate normal distribution with means 0 and identity covariance matrices.
1
1
1
2
θe = θSWA + √ · Σdiag
z1 + p
D̂z2
2
2(K − 1)

(3)

In order to make a prediction SWAG samples multiple sets of parameters and averages them to obtain
a single model as described in section 3.1. It is important to note, that the model obtained by SWAG is not
a point-estimate. It constitutes a Gaussian approximation of the posterior distribution of neural network
parameters using θSWA as its mean and a combination of ΣDiag and D̂ as covariance matrix. As such, it is
able to represent uncertainty via this distribution over the model parameters.
Note the strong connection between SWAG and Markov Chain Monte Carlo (MCMC). MCMC methods are algorithms for sampling from an otherwise difficult to obtain probability distribution. In order to
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Figure 4: SGD iterations leading to covariance matrix via SWAG. The orange dots represent sets of parameters reached by SGD. Note how different magnitudes of change in parameters along x and y direction
leads to different variances in the matrix. Also note the correlation seen in the plot as well as the offdiagonal values of the covariance matrix.
do so, they construct a Markov chain with the desired distribution as its equilibrium distribution. Once
the equilibrium distribution of the Markov chain has been reached, one can obtain samples of the desired distribution by recording states from the chain. Note how SGD training as visualized on the left
side of figure 2 has a very similar behavior to a Markov Chain. Through iterative state changes (with a
state corresponding to a set of parameters of a neural network) SGD approaches a local minimum. The
local minimum can be interpreted as an equilibrium distribution over the transitions of the parameters
of a neural network. Once it is reached, changes in parameters are within a rather stable environment
because they are constrained to a small geometric space. SWAG is performed after SGD has reached its
local minimum, which is similar to sampling from a Markov chain once it is within the equilibrium distribution. Just like in MCMC, the SWAG method uses iterative state transitions into an equilibrium to get
to a desired distribution which would otherwise be difficult to estimate. In the case of SWAG the desired
distribution is the posterior distribution over neural network parameters.
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Experiments

In this section, we outline different experiments conducted to evaluate SWAG. We quantify the effect of
different hyperparameters on the uncertainty estimates and predictions provided by SWAG. We describe
the image classification task used to perform these evaluations and highlight the dataset.

4.1

Dataset

Image classification is used as a benchmark to test SWAG and compare it with common deep learning
alternatives like SGD. In order to reproduce and compare with results from the original paper, we use
the CIFAR-100 dataset. The dataset consists of 600 images per class (500 training and 100 test) each 32x32
pixels in size (Krizhevsky, Nair, & Hinton, 2009). Figure 9 in the appendix, shows one instance from each
6

of the 100 classes in the CIFAR-100 dataset. We use the labels of those categories as our classification task
in this report.

4.2

Deep Learning Model Architecture

The model architecture we use for the image classification task is the PreResNet-164 (He, Zhang, Ren, &
Sun, 2016). This architecture is chosen to ensure comparability with the authors experiments. The model
is based on deep convolutions with 164 layers containing 1.7 million parameters. Residual connections
form a crucial part of the model where features from different layers are added and learnt together. We
refrain from discussing model architecture choices and benefits in further detail since that does not form
the focus of our report.

4.3

Experimental Configuration

This section describes experiment settings that are used throughout our report and ensure that our results
can be reproduced easily. Note that, when approaches are referred to as SWAG, the default hyperparameters are set to a value of K = 20 and S = 30. Any deviations from these settings will be highlighted in
the specific sections that follow.
We start by training the model presented in section 4.2 using vanilla, i.e. standard, SGD (explained conceptually in 3.2) for 160 epochs. Each epoch represents performing multiple SGD updates (One SGD
update is performed over 128 labelled training images as a batch) over the entire training data. A learning rate scheduler is used for the SGD updates that starts with a constant high learning rate and drops
the learning rate linearly from epoch 150 onward.
Subsequently, different procedures are followed upon obtaining the trained model to evaluate uncertainty
estimates and calibration of the models resulting from SWAG:
1. Vanilla SGD: The model is trained for another 140 epochs with the same SGD process (without
SWAG) resulting in a model trained for 300 epochs. The learning rate linearly drops till epoch 270
and then stabilizes to a small value.
2. SWA-Gaussian:

The model is trained for an additional 140 epochs with a fixed high learning

rate. This high learning rate ensures that SWA-Gaussian can explore larger deviations in the weight
space. At every epoch, a running average of the mean and covariance matrix of the model parameters is maintained. In addition, a running buffer for the deviation matrix (D̂) with K columns is
stored at each epoch. Every 5 epochs, we sample the model parameters using the running average
of mean and covariance matrix and present the test accuracy.
3. Ensembles of SGD: Training is continued using vanilla SGD but with a constant high learning
rate to ensure exploration up to 300 epochs. At each epoch after 160, the predictions of the model
are collected and a running average of the predictions is maintained. Finally at epoch 300, we
have a running average of predictions (not the model parameters) over 140 different models (model
parameters at different points in the loss subspace) obtained at the end of each epoch.
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4.4

SWA-Gaussian vs Vanilla SGD vs Ensemble SGD uncertainty estimates for label prediction

This experiment aims to compare SWA-Gaussian with traditional deep learning generalization approaches
such as model ensembling with SGD and the more widely used vanilla SGD. We evaluate the experiment
using negative log likelihood and calibration curves. The likelihood function for a deep learning model
describes a probability distribution over different model parameters keeping the input data as a fixed
value. A model with a higher likelihood represents a better fit to the observed data. To measure the fit in
this context, we present the negative log likelihood score. The calibration curves represent the quality in
confidence of a model about its accuracy in predictions. The test data is split into different bins where the
accuracy and confidence values are averaged. The calibration curve is then plotted with the difference
between confidence and accuracy vs the confidence. Comparing different approaches with these evaluation metrics, we gather insights about their generalization abilities as well as the quality of a model’s
confidence in its predictions.

4.5

Number of dimensions in parameter-space available to the low-rank covariance matrix
approximation

The rank, K, is a key hyperparameter in evaluating the low-rank covariance approximation. Increasing
the rank leads to incorporating more dimensions of variance while computing the covariance as described
in section 3.3. We experiment with a rank of 2 (extreme lower bound), 5 and 20 (authors’ choice) and
analyze the uncertainty in the consequent models’ predictions using calibration curves and negative log
likelihood as a function of the rank of the covariance matrix.

4.6

Number of samples during test time Bayesian model averaging

Another key experiment driving the uncertainty estimate is how we sample from the SWA-Gaussian distribution during the test phase. Since we can not integrate the posterior distribution, we approximate the
ideal predictive distribution using Monte Carlo sampling methods. Based on this, we explore the impact
of 3, 10, 30 (authors’ choice) and 100 samples (S) in the test time Bayesian model averaging procedure.
We plot the same evaluation measures from section 4.4 as a function of the number of samples.

4.7

Test results with only low rank approximation

The importance of the simple diagonal form Σdiag for the final covariance matrix in the sampling procedure is evaluated by running a comparison between the authors’ proposed covariance estimation and an
estimation without Σdiag (Note that this estimation still includes diagonal components from D̂); all other
hyperparameters kept constant. These two versions are evaluated similarly as the rest of the experiments.
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Results

In this section we present the results of the experiments described in section 4. The results of experiments
from section 4.4, which compares SWAG with two traditional deep learning approaches, are shown in
figure 5. On the left side (a), one can see the calibration curve which represents the quality of predictive certainty of the model. The dashed line corresponds to a perfectly calibrated model, whose certainty
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exactly matches its accuracy. A model whose calibration curve is closer to the dashed line is a better calibrated model. On the right side (b) the negative log likelihood of the different models is presented. A low
negative log likelihood represents both an accurate as well as confident model.

(a) Calibration Curves

(b) Negative Log Likelihood

Figure 5: Vanilla SGD vs Ensemble SGD vs SWA-Gaussian evaluation results from section 4.4.
As can be seen in figure 5, the model resulting from SWAG is better calibrated over all confidence
values than the investigated traditional deep learning approaches. At the same time the SWAG model
exhibits the lowest negative log likelihood among the tested approaches.
Figure 6 shows the results of experiments from section 4.5, where the performance of different values
for K is investigated. The value of K corresponds to the number of dimensions in parameter-space
available to the low-rank covariance matrix approximation.

(a) Calibration Curves

(b) Negative Log Likelihood

Figure 6: Influence of the number of dimensions in parameter-space available to the low-rank covariance
matrix approximation on calibration and negative log likelihood.
One can see from figure 6 that higher values of K lead to a better calibrated model as well as a model
with lower negative log likelihood. However, also notice the trend of diminishing returns with increasing
K. Note that, even with a value of K = 5 SWAG performs better than the vanilla SGD and ensembles of
SGD, as can be seen from figure 11 and figure 12 in the appendix.
Figure 7 shows the results of experiments from section 4.6, where the performance of different values for S is investigated. The value of S corresponds to the number of samples that are drawn when
performing Bayesian model averaging in SWAG.
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(a) Calibration Curves

(b) Negative Log Likelihood

Figure 7: Influence of the number of samples in Bayesian model averaging on calibration and negative
log likelihood. The number of samples are depicted in the parentheses in the plot legend.
Note that higher values of S consistently lead to lower negative log likelihoods and again, follow a
trend of diminishing returns. However, the trend of increasing performance with increasing S does not
replicate itself when it comes to calibration. S = 3 has the best calibration curve while the higher value
samples perform slightly worse and are close to each other in terms of calibration.
Finally, figure 8 shows the results of comparing standard SWAG as proposed by the authors against
SWAG without the simple diagonal form Σdiag added to the final covariance matrix.

(a) Calibration Curves

(b) Negative Log Likelihood

Figure 8: Evaluation of SWAG as proposed by the authors against SWAG without the simple diagonal
form Σdiag .
From the figure one can see that SWAG without the simple diagonal form Σdiag surprisingly outperforms standard SWAG for both negative log likelihood as well as calibration over all confidence values.
Note that this adapted version of SWAG has a confidence about its prediction accuracy that deviates by a
maximum of only 4% from a perfectly calibrated model.
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Discussion & Analysis

In this section we discuss and analyse the results that were presented in the previous section as well
as the additional results presented in the appendix. Comparing SWAG1 with traditional deep learning
approaches as seen in figure 5 shows that SWAG consistently outperforms the latter in terms of both
1

As previously mentioned in section 4, approaches referred to as SWAG, have hyperparameters set to a value of K = 20 and
S = 30 unless specified otherwise.
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calibration and negative log likelihood. From the observed calibration curves it can be seen that vanilla
SGD is rather overconfident in its predictions - it consistently assumes its predictions are better than they
actually are. Moreover, its absolute quality of predictions, as measured by negative log likelihood, is
worse than any of the other evaluated approaches (refer to figure 12 in appendix D). We hypothesize that
the reason for SGD being overconfident is that it is not exposed to enough variation in the parameter
distribution during training to be able to generalize to an appropriate parameter set for testing. The
parameter set obtained by SGD is thus not particularly robust to the shift in distributions from training to
testing. The ensemble SGD approach tries to amend this shortcoming of SGD by enforcing an exposure to
a large amount of parameter variation. In doing so it is able to achieve a lower negative log likelihood than
SGD. We speculate that it is this exposure to a lot of parameter variation that results in SGD ensembling
being significantly underconfident in its predictions. However, SWAG seems to be a more deliberate
way to approach the issue of variation in parameter space. Instead of naively combining a large amount
of models, as in SGD ensembling, SWAG tries to capture parameter variation via the construction of a
Gaussian posterior distribution. By explicitly accepting the variance in parameter estimation and making
it an integral part of the model, SWAG is able to lower its predictive bias as well as improve the calibration
of predictions.
Moving on to considering figure 6 we can observe a trend of improved calibration and lower negative
log likelihood with increasing number of dimensions in the low-rank covariance matrix approximation
(K). Restricting SWAG to use only 2 dimensions to express covariance in parameter space significantly
constrains the advantages of the approach. Two dimensions seem not enough to sufficiently approximate the variations in the parameter distribution while building the Gaussian posterior. Increasing the
dimensions available to 5 and subsequently to 20 improves performance. However, moving from 5 to
20 dimensions shows diminishing returns, which suggests that important variation in parameter space
is mostly along a few directions when moving within a local minimum. This is a significant observation
because it suggests that the extremely high dimensional parameter space of neural network parameters2
can be explored in a meaningful way using only an extremely low number of directions.
Next, we discuss the influence of the number of samples (S) in Bayesian model averaging during test
time, which can be seen in figure 7. Regarding negative log likelihood, increasing number of samples
results in better values. Increasing the sample rate allows to consider more points from the Gaussian posterior to define a final model and thus permits more well adjusted predictions. However, this exposure to
a larger variation via a higher number of samples also makes the model underconfident in its predictions
as can be seen in the calibration curves. Note that, similar to K, a diminishing trend of returns applies to
the negative log likelihood under increasing sample size. Empirically we can see that only a low number of samples (30) is needed to reasonably average the final model parameters from the approximated
posterior.
Finally we discuss figure 8. To have an exhaustive investigation regarding the Gaussian posterior we
explored the option of removing the simple diagonal form Σdiag from the approximation of the covariance
matrix, an option not considered within the original paper. It is surprising that removing this element has
an eminently positive influence on both calibration and negative log likelihood. Note that across all tested
models this adapted version of SWAG has lowest negative log likelihood as can be seen in figure 12 in
appendix D. Moreover this version is extremely well calibrated when compared with all other models.
The model’s calibration curve is visualized as the thick purple line in figure 11 in appendix C. Note that,
2

Note that the neural network architecture used in this report has 1.7 million parameters.
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while there are other models that are similarly well calibrated, those other models show a significantly
higher negative log likelihood than adapted SWAG. Likewise, there are other models with negative log
likelihood on a comparative level to the adapted SWAG model, but those models all display worse calibration curves. The adapted SWAG model jointly exhibits an exceptionally well calibrated curve and the
best value for the negative log likelihood. We hypothesize that the reason for the superior performance
of adapted SWAG is due to it placing higher importance on the covariance between parameters rather
than their independent variations. Removing the simple diagonal form Σdiag from the covariance matrix
approximation results automatically in placing more emphasis on the covariance between parameters as
resulting from the low-rank approximation D̂. Within a single neuron of a neural network parameters
act together in a weighted sum to affect the output. Similarly, on a larger scale, the activations from
multiple neurons work together to affect the output of subsequent neurons. We hypothesize that this
strong connection between the parameters acting on the prediction necessitates placing high importance
on covariance between parameters when trying to obtain a good posterior distribution approximation.
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Conclusion

In this report we interpreted, developed experiments and analyzed the Stochastic Weight Averaging Gaussian approach for uncertainty representation and calibration in deep learning. Our analysis shows
the strong performance of the approach along with developing insight into the influence of important
hyperparameters. We show that an adapted version of SWAG with a stronger emphasis on covariance
rather than variance achieves improved performance. Furthermore, our experiments with SWAG allowed
us to make high level observations on the geometry of the parameter space of neural networks and its influence on posterior distribution approximation. By approximating geometry around a local minimum, a
space for effective application of statistical techniques can be constructed. Further research into statistical
techniques such as SWAG can lead to more reliable and accurate models. Ultimately, well founded statistical methods allow us to gain insights not only into improving but also understanding machine learning
models.
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Appendices
A

CIFAR Dataset Sample Images

Figure 9: CIFAR Dataset sample with images for each class label

B

Training Graphs and Metrics

(a) Base model test accuracy vs the number of steps

(b) SWAG model test accuracy vs the number of steps

Figure 10: Test accuracy during training of swag models. For a comprehensive visualization refer:
https://app.wandb.ai/surajpai/swag-cifar100?workspace=user-surajpai
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C

Combined Calibration plots across all experiments

Figure 11: Calibration Curves across all experiments

D

Combined negative log likelihood plots across all experiments

Figure 12: Negative log likelihood across all experiments
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